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Abstract and Motivation

Challenges in Distributed Inference Communication, not compute, is Our Design Addresses This By:
Challenge 1: Resource Scarcity the bottleneck in WAN 1. Enabling Cross-Provider Pipeline
High-VRAM GPU instances are Parallelism

geographically scarce and unevenly R IfAlqut i 'fBTpr Split model stages across the cheapest
distributed across regions and providers. & . available regions/providers to exploit
Challenge 2: Cost Inefficiency {'r'iégér‘s,i?k"‘: f'L;'y;Fs'l}l'i'&“: resource availability and price differences.
GPU pricing varies significantly across  Erearmep | P | 2. Compressing Activation

regions and providers, while spot instances — | BN 2 5o Intermediate RN 7 ! mssssm) Communication

offer Iarg§ PUt underutilized cost savings W - ) i Reduce the size of transmitted activations to
opportunities. Bandwidth=limited WA link fit within realistic WAN bandwidth budgets.

Challenge 3: Fragmented Infrastructure

3. Preserving Model Fidelity Under
Available compute is distributed across

Large activation tensors must traverse

regions/providers but connecting them bandwidth-limited WAN links at every Compression
efficiently is constrained by limited and pipeline boundary, making data transfer Use Iea.rned, model-aware adapters t0
variable network bandwidth (4—10 Gbps the dominant cost on the critical path. maintain downstream accuracy despite

aggressive communication reduction.
WAN). 65

Design of mrLLM

mrLLM: adapter-based activation compression for distributed inference
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Transformer Layer 1

Encoder adapter Decoder adapter

; Input activation x ; ; Reconstructed X
Transformer Layer 2 Hidden dim H (e.g. 4096 for Llama / Mistral) Transformer Layer N-1 | > downstream transformer layers

Decoder adapter
[Full H-dim restored]

Transformer Layer K | W_encode - x + b_encode Transformer Layer K+1 Dropout
Linear project H - B, add encoder bias b_down Regularization

Encoder adapter

(1/4 to 1/8x size) GELU
Non-linear activation in B-dim space before WAN

W_decode -z + b_decode
B - H, then add decoder bias b_encode

compress H > B reconstruct B > H

Receive z & WAN

B-dim tensor from Region A

Compressed z > WAN
B-dim tensor transmitted (B << H)

Bandwidth-limited WAN link
4—-10 Gbps - 8-19 ms latency - compressed activations (B-dim) traverse this link

Evaluation and Results

® Llama-3.1-8B ® GPT-2 XL ® Mistral-7B
Key Results

100- 8x-
—~ 90- - Ny .
32 Q_GX‘ Activation compression — 4.08x * 1.23 speedup (avq)
%) 'O oX -
o 5 D 4x- Llama-3.1-8B: 4.58x speedup * +12.1 pts accuracy (up to +17)
-
9 5- %) 3X- GPT-2 XL: 2.58x speedup * ~no loss (recovers to +2.5)
< 40-—w I I II Mistral-7B: 5.07x speedup ¢ best throughput, minor variance
30- 1x—
8 16 32 64 128 256 512 16 32 64 128 256 512 Takeaway: 4-5x faster inference with minimal or improved
Adapter Size (d) Adapter Size (d)

: . accuracy
Figure. Task accuracy across bottleneck sizes on MNLI



